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Abstract

Evolutionary geneticists have sought to characterize the causes and molecular targets of se-

lection in natural populations for many years. Although this research program has been

somewhat successful, most statistical methods employed were designed to detect consistent,

weak to moderate selection. In contrast, phenotypic studies in nature show that selection

varies in time and that individual bouts of selection can be strong. Measurements of the

genomic consequences of such fluctuating selection could help test and refine hypotheses

concerning the causes of ecological specialization and the maintenance of genetic variation

in populations. Herein, I proposed a Bayesian non-homogenous hidden Markov model to

estimate effective population sizes and quantify variable selection in heterogeneous environ-

ments from genetic time-series data. The model is described and then evaluated using a

series of simulated data, including cases where selection occurs on a trait with a simple or

polygenic molecular basis. The proposed method accurately distinguished neutral loci from

non-neutral loci under strong selection, but not from those under weak selection. Selection

coefficients were accurately estimated when selection was constant or when the fitness values

of genotypes varied linearly with the environment, but these estimates were less accurate

when fitness was polygenic or the relationship between the environment and the fitness of

genotypes was non-linear. Past studies of temporal evolutionary dynamics in lab populations

have been remarkably successful. The proposed method makes similar analyses of genetic

time-series data from natural populations more feasible, and thereby could help answer fun-

damental questions about the causes and consequences of evolution in the wild.
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Introduction

There has been a long-standing interest among evolutionary biologists in identifying and

analyzing the alleles that underlie functional trait variation and adaptation (e.g., Lewon-

tin, 1974; Nielsen, 2005; Martin & Orgogozo, 2013; but see Rockman, 2012 for a criticism

of this research program). We now know that natural selection occurs frequently in wild

populations, but often varies in strength, direction and form over space and time (Endler,

1986; Grant & Grant, 2002; Siepielski et al., 2009; Bell, 2010; Weese et al., 2010; Siepielski

et al., 2013). Spatial variation in selection commonly occurs when populations occupy di-

vergent environments and can result in local adaptation or speciation (Endler, 1977, 1980;

Schluter, 2000; Benkman et al., 2001; Nosil, 2004; Yeaman & Jarvis, 2006; Fournier-Level

et al., 2011). Temporal variation in selection is also common and can be driven by changes

or variability in the biotic or abiotic environment within or across years or generations (e.g.,

Schemske & Horvitz, 1989; Grant & Grant, 2002; Weese et al., 2010; Bergland et al., 2014).

Thus, our search for the molecular targets of selection should include genetic loci subject

to variable selection in heterogeneous environments. Indeed, quantifying selection on these

loci could help resolve fundamental questions about the causes of ecological specialization

(e.g., Agrawal et al., 2010; Poisot et al., 2011; Anderson et al., 2013; Gompert et al., 2015)

and the maintenance of genetic variation in populations (e.g., Gillespie, 1991; Hahn, 2008;

Leffler et al., 2012; Huang et al., 2014).

Numerous statistical methods have been developed to identify the molecular targets

of selection and to estimate the strength of selection they experience. Many of these meth-

ods identify possible targets of selection based on exceptional patterns of genetic variation

within or among populations (e.g., Lewontin & Krakauer, 1973; Fu, 1997; Sabeti et al., 2002;

Beaumont & Balding, 2004; Foll & Gaggiotti, 2008; Gompert & Buerkle, 2011b). Some

also incorporate hypothesized environmental sources of heterogeneous selection or known

trait-locus associations when testing for selection (Hancock et al., 2008; Coop et al., 2010;
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Günther & Coop, 2013; Berg & Coop, 2014). These methods capture the cumulative effects

of selection over many generations, but inference of selection can be partially confounded by

the unknown demographic history of the populations (Kelley et al., 2006; Excoffier et al.,

2009).

Alternatively, patterns of allele frequency change within or across generations in natu-

ral or experimental populations can be analyzed to infer the targets and intensity of selection

(e.g., Burke et al., 2010; Illingworth & Mustonen, 2011; Mathieson & McVean, 2013; Gom-

pert et al., 2014a; Bergland et al., 2014; Foll et al., 2015). Time-series methods are not

confounded by past demographic events, but samples from many generations or multiple

replicate populations are required to confidently distinguish the effects of selection from ge-

netic drift (Lewontin & Krakauer, 1973; Baldwin-Brown et al., 2014; Gompert et al., 2014a;

Schlötterer et al., 2014). Several methods now exist that use hidden Markov models to in-

fer the targets and strength of selection from such genetic time-series data (Bollback et al.,

2008; Malaspinas et al., 2012; Mathieson & McVean, 2013; Foll et al., 2015), but these ap-

proaches can only be used to quantify selection that varies in space, not in time. Alternative

methods have been proposed to study temporal variation in selection, either based on the

expected site-frequency spectrum (Mustonen & Lässig, 2007; Huerta-Sanchez et al., 2008)

or on (cyclic) fluctuations in allele frequencies (Mueller et al., 1985; O’Hara, 2005; Bergland

et al., 2014). However, statistical methods to infer the strength of selection when selection

varies in both space and time have not been developed.

Here I propose a new statistical method to fill this analytical gap. The approach

attempts to quantify the selection experienced by many genetic loci based on patterns of

allele frequency change across multiple populations and generations (Fig. 1; as in, e.g.,

Bollback et al., 2008; Malaspinas et al., 2012; Mathieson & McVean, 2013; Foll et al., 2015).

Importantly, I assume that the strength and direction of selection for each population and

generation is a function of some measurable aspect of the biotic or abiotic environment. This

approach is related to the method developed by Coop et al. (2010) to infer selection from allele
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frequency-environment correlations, but the proposed method instead makes inferences based

on the association between allele frequency changes and the environment each generation.

The variance effective population size is also allowed to vary each generation, which could

be important for better modeling eco-evolutionary dynamics (e.g., Cortez & Ellner, 2010;

Cortez & Weitz, 2014).

The proposed approach has two important limitations, which are shared with most

other methods. First, no attempt is made to parse the direct versus indirect effects of selec-

tion on each locus. Direct selection occurs when variation at a locus affects fitness, whereas

selection has an indirect effect on any locus where alleles are statistically associated with (i.e.

correlated with) expected fitness (Gompert et al., 2014a). Such indirect effects of selection

arise because of linkage disequilibrium, which will often but not always reflect patterns of

physical linkage (as in models of linked selection and genetic hitch-hiking; Maynard-Smith

& Haigh, 1974; Charlesworth et al., 1993; Gillespie, 2000; Hahn, 2008). While methods to

parse the direct versus indirect effects of phenotypic selection are well-developed (Lande &

Arnold, 1983), similar approaches cannot be used here, as the number of genetic loci will

often be large relative to the number of observations. Thus, the proposed method simply

estimates the combined influence of direct and indirect selection on each locus. Second and

perhaps more important, as is well known, a one-to-one mapping of process and pattern does

not exist in evolutionary genetics, and thus many different processes could give rise to the

same patterns of allele frequency change. Consequently, inferred selection coefficients must

be interpreted cautiously. Non-zero estimates of selection are consistent with the hypothesis

of selection on a given locus, but should not be viewed as strong support for this hypothesis

without other evidence.

Below I first describe the proposed method, including its theoretical basis and the

computational algorithms used to estimate model parameters. I then evaluate the perfor-

mance of the method with a series of simulated data sets. Simulations are also used to

highlight the overall signal in the data independent from the proposed analytical procedure.
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Based on the results, the proposed method is able to distinguish between neutral and non-

neutral loci under a variety of conditions (all involving strong selection). Accurate estimates

of the intensity of selection are obtained when fitness has a simple genetic basis and se-

lection is constant or linearly related to the environment, but these are less accurate when

fitness is polygenic or non-linearly associated with environmental variation. The manuscript

concludes with a discussion of possible refinements of the proposed method.

Methods

Model

The proposed statistical method is motivated by a diploid Wright-Fisher model with selection

(as described in Ewens, 2004). Thus, discrete, non-overlapping generations are assumed.

Selection and the variance effective population size (N) are both allowed to vary among

populations and generations. Evolutionary dynamics are modeled for a set of L unlinked

loci in J populations observed over K generations. I assume that each locus has two alleles

denoted a1 and a2. Let pijk be the frequency of the a1 allele at locus i and population j

in generation k. Similarly, let yijk ∈ {0, . . . , 2nijk} be the number of a1 alleles observed

in a sample of nijk diploid individuals. Thus, the sample allele counts follow a binomial

distribution such that,

yijk ∼ binomial(pijk, 2nijk). (1)

Denote the relative fitness of each genotype as w11
ijk = 1 + 2sijk, w

12
ijk = 1 + 2hsijk,

and w22
ijk = 1, for the a1a1, a1a2, and a2a2 genotypes, respectively, where sijk is the selection

coefficient and h is the heterozygote effect. Herein, I assume h = 1
2
for simplicity (no

dominance), but the proposed method could be modified to allow for h 6= 1
2
. Under this

model, the expected value of the population allele frequency in the next generation is,
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w11

ijkp
2
ijk + w12

ijkpijk(1− pijk)− pijk ¯wijk

¯wijk

. (2)

Here ¯wijk is the mean fitness of the population. The population allele frequencies each

generation are Markovian random variables with the transition probabilities given by,

Pr(pijk+1|pijk, sijk, Njk) ∼ binomial(E[pijk+1|pijk,wijk], 2Njk). (3)

Because allele frequencies are unobserved and selection and effective population size vary

over time, this is a non-homogeneous hidden Markov model.

My proposed method aims to estimate the parameters from this theoretical model

using Bayesian inference. Similar to Foll et al. (2015), effective population sizes are estimated

first, and then population allele frequencies and selection coefficients are inferred conditional

on these estimates. Specifically, a point estimate of the effective population size for each

population and generation is obtained using the Jorde & Ryman (2007) unbiased estimator,

Fs′jk =
1

2

∑

i Fsijk

(

1− 1
4 ˜nijk

)

− 1
˜nijk

∑

i

(

1 +
Fsijk

4

)(

1− 1
2nijk+1

) (4)

Here Fsijk =
( ˆpijk− ˆpijk+1)

2

ˆπijk(1− ˆπijk)
is a measure of allele frequency change between generations that

must be corrected to generate an unbiased estimator of the variance effective population

size, Fs′ (this correction assumes individuals were sampled destructively; Jorde & Ryman,

2007). ˜nijk is the harmonic mean sample size for generations k and k + 1, ˆpijk is the sample

allele frequency in generation k, and ˆπijk is the mean sample allele frequency for generations

k and k + 1. A genome-average estimate of the variance effective population size is then

obtained as Njk =
1

Fs′
jk

. Next, following Foll et al. (2015), a Bayesian bootstrap approach is

used to generate samples from the posterior probability distribution of Njk conditional on

the sample allele frequencies (a Bayesian bootstrap is operationally similar to a conventional
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non-parametric bootstrap, but is instead used to simulate from the posterior distribution of

a parameter Rubin, 1981). This procedure ignores selection, which should be fine if most

genetic loci are neutral. Even if selection affects most of the sampled genetic loci, one

should obtain an accurate estimate of the variance effective population size (which will be

depressed because of selection) as long as the genetic loci are a random sample. However, if

specific genetic loci likely under selection are targeted for analysis, a different set of loci or

an independent estimate of effective population size should be used (this is an option in the

computer software).

Markov chain Monte Carlo can then used to sample the joint posterior distribution

for the population allele frequencies and selection coefficients (e.g., Gamerman & Hedibert,

2006). First, a linear model is specified for the selection experienced by each locus in each

generation and population, sijk = αi + βixjk. Here xjk is a centered environmental covari-

ate measured at population j in generation k, such as total summer precipitation or the

abundance of a resource or competitor. αi and βi are regression coefficients that describe

the average selection experienced by locus i (αi) and the relationship between the environ-

mental covariate and the selection experienced by locus i (βi). Gaussian priors are placed

on the regression coefficients: αi ∼ normal(0, σα) and βi ∼ normal(0, σβ). Small values can

be used for the standard deviations to reflect the prior expectation that most loci do not

experience substantial selection in a given generation (a related approach is used in Bayesian

genome-wide association mapping; Stephens & Balding, 2009). These regression coefficients

are estimated using the Metropolis algorithm (Metropolis et al., 1953). While it would be

possible to consider multiple covariates and their interactions in a single analysis, the current

implementation of the method is restricted to the analysis of one covariate at a time.

Direct Gibbs sampling is used to estimate the population allele frequencies. This is

computationally efficient, but requires a few approximations. The posterior distribution for

the allele frequency pijk is proportional to the product of three probability functions,

 

This article is protected by copyright. All rights reserved. 

 



A
cc

ep
te

d
 A

rt
ic

le Pr(pijk|yijk, pij(k−1,k+1), 2nijk, 2Nij(k−1,k), sij(k−1,k)) ∝

Pr(yijk|pijk, 2nijk)Pr(pijk|pijk−1, sijk−1, 2Nijk−1)Pr(pijk+1|pijk, sijk, 2Nijk).

(5)

The first term on the right side of this equation is the binomial probability mass function

specified in Eqn. 1. The second term denotes the transition probability from the allele fre-

quency in the previous generation to that in the focal generation (k). This is often modeled

using a binomial probability mass function for the population allele counts. Instead, I ap-

proximate this with a beta probability density function for the population allele frequencies,

pijk ∼ beta (E[pijk]2Njk, (1− E[pijk]) 2Njk), because of its conjugate relationship with the bi-

nomial likelihood (i.e. Eqn. 1). Here E[pijk] is the expected allele frequency, which is a func-

tion of the allele frequency in the previous generation and the selection coefficient (see Eqn.

2). While a binomial probability function could be used to calculate the transition probability

from the allele frequency at generation k to k+1, the binomial parameter would be E[pijk+1]

rather than pijk. This means that the analytical solution to Eqn. 5 could only be computed

when the selection coefficient (sijk) is zero. Thus, pijk+1 ∼ binomial(E[pijk+1], 2Nijk) is in-

stead approximated by pijk+1 − (E[pijk+1]− pijk) ∼ binomial(pijk, 2Nijk). These probability

functions have the same means, but differ slightly in their variances, particularly when allele

frequencies are near 0 or 1. Note that this term is dropped from the Gibbs update for the

final generation, and that an uninformative beta prior is used for the first generation. With

these approximations, samples can be drawn directly from the full conditional distribution

for each pijk, which is beta(θα, θβ), where,

θα = yijk + E[pijk]2Nijk−1 + (pijk+1 − (E[pijk+1]− pijk)) 2Nijk, (6)
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and

θβ = nijk − yijk + (1− E[pijk])2Nijk−1 + (1− (pijk+1 − (E[pijk+1]− pijk))) 2Nijk. (7)

A C++ program (spatpg) has been developed to estimate the parameters in this model

as described above. The computer program uses the Gnu Scientific Library (Galassi et al.,

2009) for most computations and HDF5 for efficient output (The HDF5 Group, 2010). This

program is hosted on SourceForge at https://sourceforge.net/projects/spatpg/, and

is available from https://gompertlab.wordpress.com/software/. A manual is included

with the program which explains how the program is used and provides an example analysis.

Interpretation of Bayesian parameter estimates

Bayesian analyses have become common in molecular ecology and evolutionary genetics (e.g.

Pritchard et al., 2000; Beaumont & Rannala, 2004; Csillery et al., 2010; Gompert & Buerkle,

2011a), but there are a few aspects of Bayesian inference that warrant discussion, particularly

in the context of estimates of selection from genetic data. The outcome of a Bayesian

analysis is the joint posterior probability distribution of the model parameters (Gelman et al.,

2004), which here include the variance effective population sizes, the coefficients from the

linear model, and the selection coefficients. Marginal posterior distributions for individual

parameters can be summarized by measures of their central tendency (i.e. the mean, median

or mode of the posterior, which often serve as a point estimates) and their dispersion (e.g.

quantiles of the posterior that delineate various credible intervals). With the proposed

model, posteriors for the regression coefficients should be most informative for identifying

loci with the greatest evidence of selection as these parameters combine information across

populations and generations, whereas the selection coefficients provide actual estimates of

the selection experienced by a locus in each population and generation. When presenting

results in this paper (see below), I treat 95% equal-tail probability intervals (ETPIs) for
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either regression coefficient that do not include 0 as significant evidence that a genetic locus

was affected by selection. More (or less) extreme quantiles of the posterior could be used in

applications where more (or less) confidence that selection occurred is desired. In general,

evidence for selection should be viewed as a continuous quantity, with those loci with the

greatest proportion of their posterior density for the selection coefficients (or α and β)

showing the greatest evidence of selection, and loci should be prioritized for any follow-up

analyses accordingly.

Bayesian parameter inference does not require a correction for multiple tests (Kr-

uschke, 2010). However, the prior on the regression coefficients can serve a somewhat anal-

ogous, albeit philosophically unrelated, function. In particular, a small standard deviation

(small relative to the standard deviation of the covariate) can be used for the prior on α

or β to indicate that most loci are expected to experience modest to weak selection, or no

selection at all. This will result in some shrinkage of parameter estimates towards zero,

and thus should be viewed as a conservative procedure relative to the use of an uninforma-

tive prior with a large standard deviation (e.g. Guan & Stephens, 2011; Zhou & Stephens,

2012). As an alternative to Bayesian parameter inference, one could test for selection by

computing Bayes factors contrasting a hypothesis of selection with a null hypothesis of no

selection. While this approach has been popular in Bayesian population genetics (e.g. Foll

& Gaggiotti, 2008; Coop et al., 2010), I avoid it here for two reasons. First, it encourages

categorical thinking and converts what is inherently a continuous variable (the strength of

selection on each locus) into a binary null hypothesis test (s = 0 versus s 6= 0). Second,

and perhaps of more practical importance, Bayes factors are very sensitive to one’s choice of

priors (Gelman et al., 2004; Kruschke, 2010). This is because the parameter values for the

alternative hypothesis are weighted by their prior (not posterior) probabilities. Thus, if se-

lection is weak one might favor the alternative hypothesis when a prior that assumes mostly

weak selection is specified, but not when an uninformative prior that allows for stronger

selection is used.
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Analysis of simulated data

Data sets were simulated to evaluate the performance of the statistical method and computer

software. An initial series of data sets were simulated in R under a Wright-Fisher model

with 10 populations, 10 generations of evolution, and a constant population size of 1000

diploid individuals. Genomes consisted of 1000 unlinked SNPs with starting allele frequencies

drawn from a uniform distribution bounded by 0.05 and 0.95. One hundred individuals were

sampled from each population each generation. Ten replicate data sets were simulated

under each of four different conditions: (i) pure drift, (ii) constant selection, (iii) linear

fluctuating selection, and (iv) non-linear fluctuating selection. No selection occurred in the

pure drift simulations. In the other simulations fitness was determined by the genotype at

one of the 1000 SNPs. In the constant selection simulations the relative fitness values of

the genotypes were w11 = 0.8, w12 = 0.9 and w22 = 1, and thus the selection coefficient

(s) was equal to −0.1 for all populations and generations. Fitness was determined by the

value of the environment in each population and generation in the fluctuating selection

simulations. Environmental values were sampled from a standard normal distribution and

were uncorrelated across space and time. The fitness of each genotype was either a linear or

non-linear function of the environmental value (Fig. 2). Note that the latter is a violation

of the linear model assumed by the analytical method. All three of these sets of non-

neutral simulations assumed strong selection. Strong, but episodic and variable selection

has often been documented in phenotypic studies in the wild (e.g., Grant & Grant, 2002;

Nosil, 2004; Siepielski et al., 2009), and my main intent for the proposed method is to detect

selection under these conditions. With that said, I conducted a second series of simulations to

determine whether the method could also detect weak selection and to evaluate the sensitivity

of the results with strong selection to sample size. Ten replicate data sets were simulated

under both weak constant selection (s = −0.01) and weak fluctuating selection (β = 0.01

rather than 0.1 as shown in Fig. 2). The effect of sample size was investigated for strong

linear fluctuating selection by analyzing samples of 25 or 50 individuals (rather than 100)
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for each of the ten replicate data sets.

Selection on complex or quantitative phenotypic characters is common in nature

(Endler, 1986), and thus quantiNEMO was used to simulate a third series of data sets under

more realistic conditions involving selection on a polygenic quantitative trait (Neuenschwan-

der et al., 2008). quantiNEMO allows for genetically explicit, individual based simulations

with discrete generations and fertility selection. A series of five data sets was simulated

under the following conditions. Ten populations were followed for 20 generations, though

data were only sampled from generations 10-20. Population census sizes were set to 1000

diploid individuals and limited dispersal (m = 0.001) was allowed among populations; an

island model was assumed. Fitness was a function of the state of the environment and each

individual’s trait value. The trait value was determined by 10 bi-allelic SNPs with equal,

additive effects (a = 0.2). Stabilizing selection was modeled using a Gaussian fitness func-

tion where the optimal phenotypic value was given by the state of the environment. The

selection intensity (s.d. of the fitness function) was set to 1.5. A two-step procedure was

used to sample the environmental state for each population and generation, and the optimal

phenotypic value was then equated with the environmental state (i.e. the optimal phenotype

when the environmental state was 0.3, was 0.3). In the first step, the average environmental

state for each population was sampled from a standard normal distribution. Then, values

for each generation were sampled from a normal distribution with this mean and a standard

deviation of 1.

Genomes comprised 10 chromosomes with 100 evenly spaced neutral bi-allelic SNPs

per chromosome. Two of the functional SNPs were placed on each of the first five chro-

mosomes at 250 and 750 cMs. Allele frequencies for the initial generation were sampled

from uniform distributions bounded by 0.1 and 0.9. A mutation rate of 10−4 was assumed.

Genetic data were obtained from a sample of 100 individuals in generations 10 through 20,

and these data were used for the analysis with the Bayesian method presented in this paper.

In addition, the population allele frequencies were retained and the selection experienced by
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each locus in each population and generation was quantified (this included the direct and

indirect effects of selection). I determined the total selection experienced at each locus by

calculating the slope of the best fit line obtained from regressing expected fitness (based on

each individual’s multi-locus genotype at all non-neutral SNPs) on the genotypic data for

each locus.

I analyzed all 85 simulated data sets using the analytical method and computer

software described above. Lower and upper bounds for the uniform prior on the effective

population sizes were set to 20 and 4000, respectively. A standard deviation of 0.1 was used

for the priors on the regression coefficients, α and β. Three replicate analyses were conducted

for each data set. Each Markov chain Monte Carlo (MCMC) replicate consisted of 25,000

iterations with a 10,000 iteration burn-in and a thinning interval of 15 steps. Effective

sample sizes and the Gelman-Rubin potential scale reduction factor were calculated for all

regression coefficients to assess MCMC performance. I observed good overall mixing with an

average effective sample size of 2723 and 2239 for α and β for the Wright Fisher simulations,

respectively (2838 and 2826 for the quantiNEMO simulations). Moreover, the Gelman-Rubin

diagnostic indicated that the MCMC algorithms had likely converged to their stationary

distributions (Wright Fisher simulations, α: mean = 1.002, maximum = 1.060; β: mean =

1.008, maximum = 1.110; quantiNEMO simulations, α: mean = 1.001, maximum = 1.030; β:

mean = 1.004, maximum = 1.050).

Results

Variance effective population size estimates obtained from the data sets simulated under

the Wright Fisher model were accurate (unbiased), but not very precise (similar results were

found by Jorde & Ryman, 2007). In particular, estimates of N varied among populations and

generations, but the average estimates were close to the true value of 1000: pure drift N̄ =

1015.1 (s.d. 410.8), constant selection N̄ = 1019.3 (s.d. 407.1), fluctuating selection (linear)
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N̄ = 1019.2 (s.d. 405.8), and fluctuating selection (non-linear) N̄ = 1007.9 (s.d. 414.0).

Moreover, the posterior probability distributions of the effective populations sizes were wide

indicating that there was substantial uncertainty about the values of these parameters (the

mean width of the 95% equal-tail probability intervals [ETPIs] was 3585.4).

Posterior estimates of the regression coefficients, α (constant selection) or β (fluc-

tuating selection), were significantly different than 0 (i.e. the 95% ETPIs did not include

0) for the non-neutral locus in all ten replicates for the Wright Fisher simulated data sets

with strong selection (Table 1). Very low false positive rates were observed, with regression

coefficients differing significantly from 0 for considerably fewer than 5% of the neutral loci

(Table 1). Moreover, selection coefficient estimates were similar to the true values, partic-

ularly for data sets simulated with constant or linear fluctuating selection (Fig. 3). Along

these lines, the root mean square error [RMSE] for s was low (constant selection: RMSE

= 0.0206; fluctuating selection (linear): RMSE = 0.0212; fluctuating selection (non-linear):

RMSE = 0.0215). The mean estimate of s at the non-neutral locus for the 10 replicate

constant selection data sets was -0.093, and the true value of -0.1 was included in the 95%

ETPIs in each case. Likewise, estimates of s were highly correlated with the true value under

linear fluctuating selection (r = 0.983, p < 0.0001) and the true value was included in the

95% ETPIs 96.6% of the time. While the correlation between the true and estimated values

of s was also high for the non-linear fluctuating selection data sets (r = 0.841, p < 0.0001),

the true value was only included in the 95% ETPIs 52.2% of the time.

In contrast, posterior distributions for the regression coefficients for the non-neutral

locus in each of the weak selection simulated data sets included 0 (i.e. the 95% ETPIs

contained 0; Table 1). However, there was a trend for the point estimates to be in the

correct direction (17 out of 20 weak selection data sets), and the false positive rate remained

quite low (Table 1). Smaller samples sizes also reduced the method’s power to detect the

non-neutral locus in each replicate, but to a lesser extent. True positive rates were 90%

and 40% for samples sizes of 50 and 25 diploid individuals per generation per population,
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respectively (Table 1).

Prior to conducting formal analyses of selection with the proposed method on the

quantiNEMO simulations, I examined the direct output from these simulations to obtain

a better qualitative and quantitative understanding of how selection in a heterogeneous

environment affects allele frequencies (results are shown for one of the five simulated data

sets; Fig. 4). While most loci were affected by selection, the direct effect of selection on

non-neutral loci was usually much stronger than indirect effect of selection on neutral loci

(e.g., non-neutral mean |s| = 0.0715, s.d. = 0.0416; neutral mean |s| = 0.0086, s.d. = 0.0079;

Fig. 4a). Despite substantial differences in the strength of selection experienced by neutral

and non-neutral loci, these loci often exhibited fairly similar magnitudes of allele frequency

change (e.g., non-neutral mean change = 0.0145, s.d. = 0.0132; neutral mean change =

0.0082, s.d. = 0.0065; Fig. 4b). However, patterns of allele frequency change at the non-

neutral SNPs were predicted by the state of the environment, while those at neutral SNPs

were not (Fig. 4c). Thus, in these simulations, fluctuating selection on a quantitative trait

had a much greater affect on the association between environmental variability and patterns

of evolutionary change, than on the absolute magnitude of change that occurred.

Accurate but imprecise estimates of variance effective population sizes were obtained

for the quantiNEMO simulated data sets (census size = 1000, N̄ = 949.6, s.d. = 429.7, mean

width of the 95% ETPIs = 3277.5). Estimates of β differed significantly from 0 for nearly all

(92%) of the non-neutral loci in the quantiNEMO simulations, while estimates of α differed

from 0 for a smaller proportion (28%) of non-neutral loci. This high true positive rate was

coupled with a very low false positive rate (Table 1). With that said, posterior estimates of

selection coefficients were only modestly correlated with their true values (r = 0.153, p <

0.0001), though a much higher correlation was observed when only the non-neutral loci were

considered (r= 0.677, p < 0.0001; Figs. 5, 6). Nonetheless, the RMSE for the selection

coefficients was low (0.0197) and the true value of s was included in the 95% ETPIs 95.0% of

the time (this was lower when only considering the non-neutral SNPs; 95% ETPI coverage
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= 46.0%).

Discussion

A new Bayesian method to detect variable selection from genetic time-series data was pro-

posed and evaluated. The method showed remarkable promise for distinguishing between

neutral and non-neutral genetic loci when selection was strong, but not when selection was

weak (Table 1). Thus, while other approaches will likely be needed to detect weak selection,

the proposed method appears suitable for detecting strong but variable selection, which has

frequently been documented in phenotypic studies (Siepielski et al., 2009). With that said,

even strong phenotypic selection could result in weak selection on individual genes if the se-

lected trait(s) have a polygenic basis. This should make selection more difficult to detect at

the molecular level. However, results from the analyses presented here show that strong se-

lection on a polygenic trait can be detected, particularly when all of the functional variants

have similar phenotypic effects. Additional information regarding genotype-trait associa-

tions could be used to refine the method and improve power when dealing with polygenic

phenotypes (e.g., Berg & Coop, 2014).

Whereas the proposed method exhibited good and consistent performance with re-

spect to discriminating between neutral and non-neutral genetic loci when selection was

strong, the accuracy of the estimated selection coefficients depended on the simulation con-

ditions (Figs. 3, 5, and 6). In particular, very accurate estimates of selection coefficients

were obtained when fitness was determined by a single gene, and when selection was lin-

early related to the environment or constant, but not when fitness was polygenic or when

selection exhibited a non-linear relationship with the environment. A non-linear relationship

between the environment and selection violates the linear model used in the method, and

should cause some estimates of s to be too high and others to be too low (as seen in Fig.

3d). Unfortunately, such non-linearities are probably common in nature (this problem and
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possible solutions are discussed more in the next section).

When stabilizing selection occurs on a polygenic trait, selection on each locus depends

on the genetic composition of the population (i.e. the allele frequencies at the other loci

and patterns of linkage disequilibrium; Lehman & Joyce, 1993; Barton & Keightley, 2002).

For example, an allele that increases a trait value would be favored by selection if allele

frequencies at other loci yield an expected phenotype less than the optimum, but selected

against in the same environment if allele frequencies at other loci result in an expected

phenotype greater than the optimum (Brodie III, 2000). Such complexities are not captured

by the model and could explain the reduced performance of the method when applied to

the data sets simulated with quantiNEMO (e.g., Fig. 6). But, even under these conditions,

inferred and true selection coefficients were correlated and estimates were of the correct order

of magnitude. Thus, the method should be useful in natural systems.

The analytical and computational performance of the proposed method is similar to

that of other methods that have been used to estimate selection coefficients from genetic time

series. In particular, Foll et al. (2015) recently compared likelihood-based and approximate

Bayesian computation methods for estimating selection from genetic time-series data. The

methods considered were also derived from the Wright Fisher model described here, but

assumed constant selection through time (Malaspinas et al., 2012; Foll et al., 2015). Power

and error for these methods when applied to cases of strong selection was quite similar to

that reported here (see, e.g., Table 2 in Foll et al., 2015). Thus, the main advantage of the

proposed method relative to these is that it allows the strength and direction of selection to

vary from generation to generation.

Markov chain Monte Carlo analysis of the simulated data sets took approximately

3 hours each running on a single processor on a standard computer. The run time should

increase linearly with the number of loci, populations and generations sampled. Once ef-

fective population sizes have been estimated, the population allele frequencies and selection

coefficients for each locus could be estimated independently. While I have not yet taken
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advantage of this, this means that the program could be run in parallel and thus could easily

be scaled-up to analyze genomic data (i.e. millions of SNPs) in a reasonable amount of time.

I intend to implement this option in a forthcoming version of the computer program.

Limiting assumptions and possible refinements

Like most statistical methods used to make inferences from population genetic data, the

proposed method requires various assumptions that limit its utility and that should be noted.

Perhaps most important, the method assumes selection has been a linear function of a single

environmental variable. This simple model could capture nature sufficiently well in some

systems, but will likely fail in others. A non-linear model, such as a logistic function, could be

used instead, but it is not clear that this would be better overall (i.e. it would likely be better

in some cases and worse in others). While this issue could potentially be solved by specifying

a flexible (highly parameterized) model relating selection to the environment (e.g., a spline

function), this would probably come at a sizable computational cost. Likewise, it would be

straight-forward to model selection using multiple environmental variables, and this would

certainly better approximate many real systems (e.g., Benkman & Parchman, 2009; Orsini

et al., 2012; Egea-Serrano et al., 2014). But this too would likely degrade MCMC mixing,

and thus complicate the analysis. With that said, multiple features of the environment could

readily be considered by analyzing a composite variable from an ordination method (e.g.,

principal component analysis) or by contrasting estimates of selection obtained when fitting

models with different environmental variables. An approach analogous to the latter was

successfully used by Hancock et al. (2008) to distinguish among more and less important

ecological sources of selection in humans. Finally, while I have assumed that the fitness

of the heterozygote is exactly intermediate, this assumption is not necessary and could be

relaxed.

The proposed model also assumes that populations evolve independently. In other

words, gene flow among populations is ignored. While even low rates of gene flow can alter
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long-term evolutionary dynamics or equilibrium conditions (e.g., Slatkin, 1987), limited gene

flow will have less of an affect on allele frequency change between generations. In particular,

as long as the product of the migration rate and the allele frequency difference between

migrant and non-migrant individuals is substantially less than the allele frequency change

expected by drift or selection, gene flow can probably be ignored. Note that the ⁀quantiNEMO

data sets included gene flow (m = 0.001) among populations, and the proposed method still

performed well. Nonetheless, methods do exist to infer gene flow and (constant) selection

from genetic time-series (Malaspinas et al., 2012), and gene flow could be included in the

proposed analytical framework. Similarly, the proposed method assumes each locus evolves

independently; this assumption would be more difficult to relax. Note that the method

does allow for indirect effects of selection (i.e. linked selection or selection arising from

correlations between neutral and non-neutral loci independent of physical linkage), but that

data on physical linkage and linkage disequilibrium among loci are not incorporated in any

of the calculations. While this assumption of independence will rarely be met in nature

(nor was it met in the quantiNEMO simulations), the method can still be used as long as the

selection coefficients are interpreted as measures of total effect of selection on a locus.

A final limitation of the proposed method is that it does not account for ascertain-

ment bias or uncertainty in genotypes. The ascertainment process is difficult to model

in a likelihood-based framework, but could readily be incorporated using an approximate

Bayesian computation approach (as in Foll et al., 2015). Because of sequencing errors and

finite coverage, modern DNA sequencing approaches do not provide perfect knowledge of

genotypes. While one could simply assume the most likely genotype at each locus is the

correct genotype, this is not ideal. Alternatively, population genetic parameters can be in-

ferred while treating genotypes as random variables (Li et al., 2011; Gompert et al., 2012;

Buerkle & Gompert, 2013; Gompert et al., 2014b). Imputed genotypes can be dealt with in

the same way. A model for genotype uncertainty will be added to a future version of the

software released with this paper.
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Conclusions

Patterns of allele frequency change over time have generated particularly valuable insights

into evolutionary processes (e.g., Fisher & Ford, 1947; Lenski et al., 1991; Woods et al., 2006;

Barrick et al., 2009; Teotonio et al., 2009; Burke et al., 2010). Indeed, analyses of these

temporal patterns nicely complement genome scans for selection based on spatial patterns

of genetic variation (e.g., Ellegren et al., 2012; Gompert et al., 2012; Hohenlohe et al.,

2012; Jones et al., 2012; Soria-Carrasco et al., 2014). Moreover, genetic time-series are a

particularly fruitful source of information for understanding the causes and molecular targets

of selection in variable or changing environments (e.g., Grant et al., 2004; Barrett et al., 2008).

For example, Bergland et al. (2014) recently found evidence or repeated oscillations in allele

frequencies at hundreds of loci associated with seasonal fluctuations in the environment. Such

results suggest that balanced polymorphisms resulting from spatial or temporal variation in

selection might be common, and that these processes could contribute to the high levels of

genetic variation observed in many natural populations (Gillespie, 1991; Bell, 2010; Leffler

et al., 2012, but also see Hallsson & Björklund, 2012; Huang et al., 2014). Answering this

and other questions requires analytical methods for detecting and quantifying selection in

environments that are heterogeneous across space and through time. Such methods have

been lacking, but the statistical method described in this paper will help fill this analytical

gap, and thereby facilitate genomic studies of evolutionary change over time.
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Tables and Figures

Table 1: Number and proportion (in parentheses) of genetic loci where 95% ETPIs did
not include 0 for each parameter. Results are shown for all replicates and for neutral and
non-neutral loci (unambiguous true positives are shown in bold font).
Simulation α neutral α non-neutral β neutral β non-neutral
Neutral 37 (0.004) NA 142 (0.014) NA
Constant selection 26 (0.003) 10 (1.000) 130 (0.013) 0 (0.000)
Fluctuating selection (linear) 26 (0.003) 0 (0.000) 128 (0.013) 10 (1.000)
Fluctuating selection (non-linear) 33 (0.003) 1 (0.100) 137 (0.014) 10 (1.000)
Weak constant selection 36 (0.004) 0 (0.000) 145 (0.015) 0 (0.000)
Weak fluctuating selection 40 (0.004) 0 (0.000) 123 (0.012) 0 (0.000)
Fluctuating selection (linear, 2N = 50) 5 (0.001) 0 (0.000) 110 (0.011) 4 (0.400)
Fluctuating selection (linear, 2N = 100) 0 (0.000) 0 (0.000) 140 (0.014) 9 (0.900)
Fluctuating selection (quantiNEMO) 22 (0.004) 14 (0.280) 45 (0.009) 46 (0.920)

 

This article is protected by copyright. All rights reserved. 

 



A
cc

ep
te

d
 A

rt
ic

le p[0,1] p[0,2] p[0,3] p[0,4] p[0,5] p[0,6]

p[1,1] p[1,2] p[1,3] p[1,4] p[1,5] p[1,6]

p[2,1] p[2,2] p[2,3] p[2,4] p[2,5] p[2,6]

p[3,1] p[3,2] p[3,3] p[3,4] p[3,5] p[3,6]

te
m

po
ra

l d
im

en
si

on
 (

ge
ne

ra
tio

ns
)

spatial dimension (populations)

Figure 1: This figure provides a graphical overview of the proposed model. Boxes denote
the population allele frequencies in a population (column) and generation (row). Arrows
show transitions between successive generations caused by genetic drift or selection. In this
model, the populations are not connected by gene flow.

 

This article is protected by copyright. All rights reserved. 

 



A
cc

ep
te

d
 A

rt
ic

le

−1.0 −0.5 0.0 0.5 1.0

0.
80

0.
85

0.
90

0.
95

1.
00

environmental value

fit
ne

ss

a1a1

a1a2

a2a2

Figure 2: Lines in this plot show the fitness functions used for the Wright Fisher simulations
with linear (black) and non-linear (gray) fluctuating selection. A logistic function with
a slope of ±10 was used to model non-linear selection. No genotype had a net fitness
advantage, but rather alternative homozygotes performed better in different environments.
Heterozygotes had a constant and intermediate fitness in all Wright Fisher simulations and
across all environments.
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Figure 3: These plots summarize the posterior probability distributions of selection coeffi-
cients for different simulated data sets. Gray (neutral loci) or blue (non-neutral loci) points
and lines indicate the posterior median and 95% ETPIs for the selection coefficients for spe-
cific loci, populations, and generations. All 100 population by generation combinations are
shown for the non-neutral locus, and for a subset of nine representative neutral loci. The
true value of s is indicated by a black line (constant selection) or black points (fluctuating
selection).
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Figure 4: These plots summarize patterns of selection and allele frequency change for one of
the five quantiNEMO simulations. (a) Density plots depict the distribution of the actual selec-
tion experienced by neutral (gray) and non-neutral (black) loci. These selection coefficients
capture the effects of direct and indirect selection. (b) Density plots depict the distribution
of allele frequency change between generations at neutral (gray) and non-neutral (black)
loci. (c) A scatterplot shows the relationship between the environmental state and allele
frequency change at neutral (gray) and non-neutral (black) loci. The solid lines show the
inferred relationship from linear regression. (d) Points indicate the expected fitness of each
individual each generation in a single population. Points were jittered along the x-axis to
improve visualization. A line shows the optimal phenotypic value each generation based on
the state of the environment.
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Figure 5: The plot summarize the posterior probability distributions for selection coefficients
for one of the data sets generated with quantiNEMO. Gray (neutral loci) or blue (non-neutral
loci) points and lines indicate the posterior median and 95% ETPIs for the selection co-
efficients for specific loci, populations, and generations. All 110 population by generation
combinations are shown for the ten non-neutral loci, and for a subset of forty representative
neutral loci.

 

This article is protected by copyright. All rights reserved. 

 



A
cc

ep
te

d
 A

rt
ic

le

−0.15 −0.10 −0.05 0.00 0.05 0.10 0.15

−
0.

20
−

0.
10

0.
00

0.
05

0.
10

0.
15

true value

pa
ra

m
et

er
 e

st
im

at
e

r (all) = 0.14

r (non−neutral) = 0.64

Figure 6: This scatterplot shows the relationship between the true and estimated selection
experienced by each locus for one of the five fluctuating selection data sets simulated with
quantiNEMO. This includes direct selection and indirect selection caused by statistical associ-
ations between neutral and non-neutral loci. Neutral loci are shown in gray and non-neutral
loci are shown in blue. A dashed black line shows the expected one-to-one relationship.
Correlation coefficients between true and estimated values for this data set are reported for
all loci and for the subset of non-neutral loci.
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